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THURSDAY, JUNE 12, 2003

8:30-10:00am: Registration

9:00-12:00pm: Short Course #1: Introduction to Microarray's and Clustering, Presenter: Bill Shannon, Washington University in St. Louis, School of Medicine

This three hour short course is divided into two sections. The first half will focus overview the basic biology and microarray technology platform. This will include differential gene expression, microarray platforms, and image analysis for capturing the data. The second half will focus on statistical clustering methods for analyzing microarray data.

This course is aimed at new biomedical investigators who want a basic overview of the statistical issues related to microarrays, and the data analyst wanting a basic overview of the biology behind this methodology.

The course will be based on the following two papers:

    DNA Microarray Experiments: Biological and Technological Aspects. Danh V. Nguyen, A. Bulak Arpat, Naisyin Wang, and Raymond J. Carroll, Biometrics, 58(4), pp. 701–717, (2002).

    Analysing microarray data using cluster analysis (Review) William Shannon, Robert Culverhouse and Jill Duncan
Pharmacogenomics  4(1), 41-52 (2003)

1:00-4:00pm: Short Course #2: Combinatorial Methods For Verification Of Cluster Analyses, Presenter: Bernard Harris, University of Nebraska

Assume that one has a random sample of data from some population. If this data is subjected to a cluster analysis algorithm, the algorithm may produce clusters when none should be present, since the data is a sample from a homogeneous population. Therefore, it seems reasonable to consider methods for determining whether the clusters are real or chance occurrences. Here methods for reaching such conclusions are developed. These methods are based on the theory of random graphs. The data are used to determine graphs and various characteristics of the graphs are studied, such as the number of edges, the number of isolated vertices, the number of complete subgraphs of a specified order, and the degrees of the various vertices. Since the data is a random sample, each of these characteristics is a random variable. The distribution of each of these is obtained, assuming that the distribution of the data is specified. Asymptotic distributions for each of these characteristics are obtained. The same techniques can be used to determine if the data is from a a non-trivial mixture of distributions.

The short course will begin with an introduction to clustering and a similar elementary introduction to graph theoretic notions. Then probabilistic methodology will be used to obtain the distributions and their characteristics.

6:00-8:00: CSNA Reception

7:30-9:30: Director’s Meeting

FRIDAY, JUNE 13, 2003

8:30-10:00am: Registration

8:45am Welcoming Remarks (Michael Brusco, Florida State University)

9:00-10:00am: Joint CSNA / DIMACS Address, Chair: Phipps Arabie, Rutgers University


The Representation of Proximity Matrices by Tree Structures: A Tree Structure Toolbox (TST) for MATLAB

Lawrence Hubert, University of Illinois, Champaign

We present and illustrate the capabilities of a MATLAB Toolbox for fitting various classificatory tree structures to both symmetric (one-mode) and rectangular (two-mode) proximity matrices.  The emphasis is on identifying ultrametrics and additive trees that are well-fitting in the L_{2} norm by heuristic extensions of an iterative projection (least-squares) strategy.  The (additive) fitting of multiple tree structures is also addressed.

10:30-11:30am: Plenary Address, Chair: Mike Brusco, Florida State University


A Statistical Model for Signatures


Ian McKeague, Department of Statistics, Florida State University 

A Bayesian model for off-line signature analysis involving the representation of a signature through its curvature is developed. The prior model makes use of a spatial point process for specifying the knots in an approximation restricted to a buffer region close to a template curvature, along with an independent time warping mechanism. In this way, prior shape information about the signature can be built into the analysis. The observation model is based on additive white noise superimposed on the underlying curvature. The approach is implemented using MCMC and applied to a collection of documented instances of Shakespeare's signature.

1:00-2:30pm: Paper Session #1: Classification Trees and Discriminant Analysis, Chair: Suzanne Winsberg, IRCAM.


Assessing Adverse Birth Outcomes via Classification Trees


Panagiota Kitsantas, Florida State University


Myles Hollander, Florida State University


Lei Li, University of Southern California

We develop effective measures of birth outcomes based on low birth weight and short gestational length, investigate the geographical distribution of these outcomes, and evaluate the use of classification techniques employed to assess risk across racial groups and geographical regions in Florida. Our techniques involve logistic regression, ROC curves, and classification trees. We use ROC curves to evaluate the predictive performance of tree-structured models and logistic regression, and bootstrapping to assess the stability of the tree classifiers.


Symbolic Class Description with Interval Data


Mohamed Mehdi Limam, Universite Paris Dauphine, France 


Edwin Diday, Universite Paris Dauphine, France 


Suzanne Winsberg, IRCAM, Paris, France

Our aim is to describe a class, C, from a given population, by partitioning it. Each class of the partition is described by a conjunction of characteristic properties, and the class, C, is described by a disjunction of these conjunctions. We use a stepwise top-down binary tree. At each step we select the best variable and its optimal splitting to optimize simultaneously a discrimination criterion given by a prior partition of the population and a homogeneity criterion. So the classes obtained are homogenous and well discriminated from each other with respect to the variables describing them, and in addition they will be discriminated from each other with respect to the prior partition. Not only does this approach combine both supervised and unsupervised learning, it also deals with a data table in which each cell contains an interval, that is a type of symbolic data, (see Bock and Diday, 2002). We also introduce a new stopping rule. The algorithm can be extended or reduced to other types of data, (see Vrac et al, 2003). We illustrate the method on both simulated and real data.

References

H.H. Bock and E. Diday (Eds.): (2002) "Analysis of Symbolic Data", 

Springer, Heidelberg. 

Vrac. M., Diday, E., Winsberg, S., and Limam, M.M.: (2003), Symbolic Class 
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Proceedings of the 8th Conference of the IFCS", Springer, Heidelberg.

Microbial Source Tracking: a binary discriminant analysis


Jayson D. Wilbur, Department of Mathematical Sciences, Worcester Polytechnic Institute

Fecal pollution of water resources is a widespread problem. Sources of this pollution include various species of wildlife as well as runoff from sewage systems and farmland.  Currently, several groups are attempting to develop methods for discrimination between sources based on host-specific variation in genetic profiles of Escherichia coli.  These profiles are represented in the form of binary vectors and used to build statistical models for discrimination.

3:00-4:30pm: Paper Session #2: Graphs, Networks, and Logistic Regression, Chair: Carolyn Anderson, University of Illinois at Urbana-Champaign


A New Approach To Partition Problem


Alexander Rubchinsky, Visiting Scholar, Department of Computer Science, Metropolitan College, Boston University

A new approach to the well-known partition problem is suggested. Unlike the conventional approaches it does not consists in optimization of some measure of cohesion or isolation of classes.  The approach is described below.  A graph is associated with a given set of objects.  In this graph every vertex (object) is connected to a small number of closest vertices.  Analyzing many classifications (in two classes) it is possible to observe that in the constructed graph, classes correspond to subgraphs such that a cut disconnecting these subgraphs contains relatively few edges.  After this observation it is not difficult to suggest a simple algorithm for finding this cut (which is usually not a minimal cut in the graph), and, hence, the corresponding partition.  The algorithm finds reasonable partitions in situations where all the known approach fail.  No requirements about convexity, distribution and so on are needed.

Sensitivity Analysis of Social Network Data and Methods: Some Preliminary Results 


Stanley Wasserman and Douglas Steinley


Department of Psychology, Department of Statistics, and The Beckman Institute for Advanced Science and Technology. University of Illinois

Three social network indices are examined in depth -- degree centralization, betweenness centralization, and transitivity. Interest is also on classification of nodes into non-overlapping categories. This study uses Monte Carlo techniques and standard random graph distributions to generate graphs. We seek to establish the groundwork for a general theory of resistance of network statistics.


A Class of Multivariate Logistic Regression Models for Multicategory Response Data1

Carolyn J. Anderson, University of Illinois at Urbana-Champaign

A class of multivariate logistic regression models for multicategory data is proposed that is a generalization of Joe and Liu's (1996) model for multivariate binary responses.  The models are based on specifying a multinomial logistic regression model for each response variable where the response variable is conditional on the remaining response variables, as well as other covariates.  The conditions that are necessary and sufficient for the conditional logistic regression models to be consistent or compatible with a joint distribution for all the responses are given.  The models can represent a wide range of dependencies, have graphical representations, and have interpretations in terms of latent variables.  Some of the special cases of the models are discussed and compared with alternative approaches to modeling multivariate categorical data.

1This work was supported by the University of Illinois Research Board.  Correspondence can be addresses to Carolyn J. Anderson, Educational Psychology, University of Illinois, 1310 South Sixth Street, MC-708, Champaign, IL, 61820.  E-mail address: cja@uiuc.edu.

4:45pm-5:15pm: General CSNA Business Meeting

6:30-9:00pm: CSNA Banquet

SATURDAY, JUNE 14, 2003

8:30-10:00am: Paper Session #3: Image Classification, Chair: Stan Sclove, University of Illinois at Chicago 


Image Classification and Comparison in Three Dimensions


Svetlana Shinkareva, Psychology Department, University of Illinois

Currently there are no methods available for quantifying the similarity between functional Magnetic Resonance Imaging (fMRI) images. Such methods would be useful for comparing the activation patterns of different individuals performing the same task, for monitoring changes in the activation patterns of a single individual over time, and for various other image classification applications. This talk presents a method for fMRI image classification based on the Delta similarity measure of Baddeley (1992). The method is illustrated with simulated data. The simulations demonstrate that the proposed method is robust.


Cluster Analysis of fMRI Data


Stanley L. Sclove, Information & Decision Sciences, University of Illinois at Chicago

This presentation reports aspects of a project on modeling and analysis of brain fMRI (functional Magnetic Resonance Imaging) at the University of Illinois at Chicago.  The "f" in "fMRI" stands for "functional," referring  to the observation of the brain performing a task.  Experimental tasks under study include simple finger tapping, reading sentences of various length and complexity, and visually-guided saccades (VGSs), following a moving blinking light.  These tasks will be studied in normals and physically or psychologically impaired individuals.  The analysis reported here is from VGS data for a normal subject.  A brain scan produces a time-series of mini-voltages for about 50000 voxels.  Cluster analysis is first used to identify grey-matter voxels, then to find which voxels among those perform the task.  The task signature is modeled by a curve, and the coefficients of the curve are the features used in the cluster analysis.  The voxels in clusters with means similar to the task signature are located in the brain to see where the task is performed.


Classification and Segmentation of Radar Polarimetric Images


Jean-Marie Beaulieu, Laval University, Quebec City, Canada,


Ridha Touzi, Canada Centre for Remote Sensing, Ottawa, Canada

The development of remote sensing involves the introduction of new sensors as radar imagers (SAR, Synthetic Aperture Radar). SAR sensors operate at long wavelength (10cm-1m), can see through clouds and provide information complementary to "optical" sensors (visible and near-infrared). SAR imagers are active sensors using coherent waves. Phase differences between return signals of different scatters produce interference patterns and an important "speckle" noise that makes the processing of images very difficult. Return signals from scatters are affected by wave polarization. A horizontal-vertical polarization reference system is used. Scatter types are characterized by horizontal and vertical responses to transmitted horizontal and vertical signals. The backscatter signal follows a zero mean multidimensional complex Gaussian distribution. The covariance matrix is used for multi-look signal and follows a Wishart distribution. We will show how the signal distribution could be used for signal classification and image segmentation (partition). We present a hierarchical segmentation technique with a stepwise criterion that optimizes the partition likelihood. The covariance matrix could also be decomposed into a set of attributes characterizing different backscatter mechanisms and useful for target classification.

10:30-12:00pm: Paper Session #4: Multidimensional Scaling and an Editor’s Recollections, Chair: Larry Hubert, University of Illinois at Urbana-Champaign


Metric Unfolding Without Degeneracies By Penalizing The Intercept


Frank M.T.A. Busing, Leiden University
Degeneracy has plagued unfolding almost from the beginning. Recently, it was shown that degeneracy can only occur if the transformation includes estimation of both an intercept and a slope (Busing, Groenen, and Heiser, submitted). Consequently, degeneracy also concerns metric unfolding as interval unfolding includes both parameters. A degenerate interval solution, with a fixed sum-of-squares for either the proximities or the distances, shows an horizontal transformation line with a positive intercept and a zero slope. Irrespective of the data, all transformed proximities become equal, equal to the positive intercept. The configuration of such a solution usually consists of two or four points at equal distance (the same distances as the positive intercept), containing objects of just one set per point. We propose a simple solution: penalize the undesirable intercept for deviating from its smallest possible value. By doing so, the intercept is ”pulled down” and, helped by the sum-of-squares normalization, a positive (nonzero) slope results. We will show the adjustments to both loss function and transformation function, and the fact that the approach is also applicable using certain commonly available mds programs. Finally, the benefits of the approach are illustrated using a well-known data set.

References

Busing, F.M.T.A., Groenen, P.J.F, and Heiser, W.J. (2001). Avoiding degeneracy in multidimensional unfolding by penalizing on the coefficient of variation. (manuscript submitted for publication).
Ordinal Three-way MDS with PROXSCAL: An Application of the Reduced-Rank Model to the Klingberg Data

Willem J. Heiser, Department of Psychology, Leiden University

Three-way multidimensional scaling (MDS) methods analyze several square symmetric proximity matrices that may come from different sources. The PROXSCAL program (available through SPSS, see Meulman et al., 1999) can fit different spatial models to these types of data, under a variety of options for possible transformations of the proximities. With ordinal data, monotone regression of the model distances is used while simultaneously fitting the three-way-model.

In one of the first published applications of MDS, Klingberg (1941) analyzed the (un)friendly relations between the seven great powers at the onset of World War II. He offered a three-dimensional solution for the March 1939 data, but left the remaining data – collected at five other occasions in the period January 1937 to June 1941 – unanalyzed. In a secondary analysis with PROXSCAL, it turned out that the Carroll and Chang (1970) INDSCAL model did not fit well, while Bloxom’s (1978) Reduced-Rank model seemed to give results that allow a plausible interpretation of the dynamics in the relations between nations.

References

Bloxom, B. (1978). Constrained multidimensional scaling in N spaces. Psychometrika, 43, 397-408.

Carroll, J.D. & Chang, J.-J. (1970). Analysis of individual differences in multidimensional scaling via an N-way generalization of “Eckart-Young” decomposition. Psychometrika, 35, 283-319.
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JoC Stories


Phipps Arabie, Rutgers University

1:30-3:00pm: Invited Session: Modern Problems for Cluster Analysis, Organizer: Bill Shannon, Washington University in St. Louis, School of Medicine

Clustering with Domain Knowledge: Soft Constraints for Data Analysis

Kiri Wagstaff, Johns Hopkins University, Applied Physics Lab
Clustering algorithms are steadily improving in their ability to process data sets in a manner consistent with existing knowledge about a problem domain.  Previous methods have been able to incorporate hard constraints that dictate when two items must be, or cannot be, grouped together. However, often domain knowledge is noisy or heuristic.  In such cases, expressing the information as hard constraints can mislead the clustering algorithm.  Even when our prior knowledge is quite reliable, we may wish to encode a "preference" for certain items to be grouped together, rather than a strict requirement.  For example, when segmenting images, there is a preference for nearby pixels to be grouped together.  This cannot be expressed as a hard constraint (otherwise, the only solution would be to assign every pixel to the same cluster!).

In this talk, I will describe a new method for treating domain knowledge as soft constraints on the clustering process.  I will present results on a variety of data sets, including a hyperspectral analysis of Mars observations.  These examples illustrate how prior knowledge can be encoded as soft constraints and demonstrate the wide applicability of the method.


Reducing Size and Complexity of Very Large Geophysical Data Sets


Amy Braverman, Earth and Space Sciences Division, Jet Propulsion Laboratory,


California Institute of Technology

This talk discusses a procedure for compressing large data sets, particularly geophysical ones like those obtained from remote sensing satellite instruments. Data are partitioned by space and time, and a penalized clustering algorithm applied to each subset independently. The algorithm is based on the entropy-constrained vector quantizer (ECVQ) of Chou, Lookabaugh and Gray (1989). In each subset ECVQ trades off error against data reduction to produce a set of representative points that stand in for the original observations. Since data are voluminous, a preliminary set of representatives is determined from a sample, then the full subset is clustered by assigning each observation to the nearest representative point. After replacing the initial representatives by the centroids of these final clusters, the new representatives and their associated counts constitute a compressed version, or summary, of the raw data. Since the initial representatives are derived from a sample, the final summary is subject to sampling variation. A statistical model for the relationship between compressed and raw data provides a framework for assessing this variability, and other aspects of summary quality. The procedure is being used to produce low-volume summaries of high-resolution data products obtained from the Multi-angle Imaging SpectroRadiometer (MISR), one instrument aboard the NASA's Terra satellite. MISR produces approximately 1 TB per month of radiance and geophysical data. Practical considerations for this application are discussed, and a sample analysis using compressed MISR data presented.

Fitting Epistatic Models to Pharmacogenetic Data

Rob Culverhouse, Washington University in St. Louis, School of Medicine

Pharmacogenetics research is aimed at identifying different genetic factors that influence drug metabolism, and therefore drug efficacy. In this presentation we discuss a project where protein levels associated with the Irinotecan drug metabolism pathway and SNP genotype information

were analyzed for correlation. Our first analysis examined direct, single-gene effects and none were found. Subsequent two-gene analyses revealed an interaction between two of the SNPs and expression for one of the proteins. T his presentation focuses on statistical and mathematical

issues involved in analyzing two-gene analyses (epistasis) in real data. For this analysis, candidates for gene-gene interactions with biological plausibility in irinotecan metabolism were available . In many cases, a priori specification is not possible and alternative strategies for

selecting candidate loci will be needed.  We present the Restricted Partition Method, a method we are developing for uncovering epistasis (gene-gene interaction). In this method clusters of

genotypes are identified that explain a statistically significant amount of the variation in the trait. The search algorithm is iterative and is based on multiple comparison procedures to identify clusters. P values are obtained using permutation testing. 

3:30-5:30pm: Paper Session #5: Classification and Clustering, Chair: Mel Janowitz, DIMACS


OCLUS: An Analytical Method for Generating Clusters With Known Overlap


Douglas Steinley and Robert Henson, University of Illinois at Champaign-Urbana

The primary method for validating cluster analysis techniques is through Monte Carlo simulations that rely on generating data with known cluster structure (Milligan, 1996). This paper defines two kinds of overlap, marginal and joint, and current cluster generation methods are framed within these definitions. An algorithm generating clusters based on probabilistic degrees of overlap from several different multivariate distributions is proposed. It is shown how this interpretation leads to an easily understandable notion of cluster overlap. Besides outlining the advantages of generating clusters within this framework, a discussion is given of how the proposed data generation technique can be used to augment research into current classification techniques such as finite mixture modeling, classification algorithm robustness, and latent profile analysis.


Pattern-Based Feature Selection in Genomics and Proteomics 


Gabriela Alexea, Sorin Alexea, Peter L. Hammera, and Bela Vizvarib 


aRUTCOR, Rutgers University, Piscataway, NJ 08854


bEotvos Lorand University, Budapest, Hungary

A major difficulty in data analysis is due to the size of the datasets, which contain frequently many irrelevant or redundant variables. In particular, in genomics and proteomics, the expressions of the intensity levels of tens of thousands of genes or proteins are reported for each observation, in spite of the fact that small subsets of these features are sufficient for distinguishing positive observations from negative ones. In this study, we describe a two-step procedure for feature selection. In a first "filtering" stage, a relatively small subset of relevant features is identified on the basis of several combinatorial, statistical, and information-theoretical criteria. In the second stage, the importance of variables selected in the first step is evaluated based on the frequency of their participation in the set of all maximal patterns, and low impact variables are eliminated. This step is applied iteratively, until arriving to a Pareto-optimal "support set".

A Likelihood Approach for Determining Cluster Number 

Bill Shannon, Washington University in St. Louis, School of Medicine

Deciding where to cut the dendrogram produced by a hierarchical cluster analysis is known as as the stopping rule problem. Heuristic approaches proposed for solving this problem have been based on statistics such as the proportion of variance accounted for by the clusters. Such measures are based on reasonable ad hoc measures, not on a probability model of cluster distributions. The statistic is calculated on each of the sets of clusters produced by cutting the dendrogram at successive heights. The number of clusters in the set that optimizes the statistic estimates the true number of clusters. In this presentation we propose a novel stopping rule based on a probability model for graphical objects. The application of probability models to hierarchical trees is highly speculative, but is based on prior published work (Shannon and Banks 1999; Banks and Constantine 1999; McMorris and Major 1990). We propose to extend this prior work to derive a likelihood or likelihood-ratio test (LRT) for determining the number of clusters in a dataset. We are aware that the criteria for the LRT (Lehman 1999) are not fully met so that P values based on it will be approximations at best, though bootstrap P values might easily be estimated. We are beginning to contrast the likelihood and likelihood-ratio test stopping rule with other existing ad hoc approaches. In our talk we present this method for the first time and show some very preliminary results.

Confidence Interval Clustering: An Order Theoretic View


M. F. Janowitz, DIMACS, Piscataway, NJ

A clustering function may be regarded as a transformation F from a dissimilarity coefficient d into an ultrametric F(d). When the input data has only ordinal significance, it seems appropriate to use a monotone equivariant (ME) clustering function F. This is characterized by the fact that F((d) = (F(d) for every order automorphism of (0+= [0; (). It is well know that ME methods have the property that: 

P1 The image of F(d) is contained in the image of d. 

P2 The output of F depends only on statements of the form d(a, b) < d(x, y) and is independent of the numerical values of the image of d. 

P3 F((d) = (F(d) for every one-one 0-preserving isotone mapping ( on (0+.

The input attributes often arise from repeated measurements, so the only thing we really have for an input dissimilarity is a confidence interval for d(a, b). In other words we just know that d(a; b) is in some interval [h, k]. If these intervals are ordered by [h, k] ( [s, t] when h ( s and k ( t, the result is a distributive lattice L. It is easy to determine the order automorphisms of L, but for the obvious definition of monotone equivariance, none of the properties P1, P2, P3 hold when (0+ is replaced with L. The paper will demonstrate this rather counter-intuitive fact, and discuss issues related to it. A number of open question will be presented.
SUNDAY, JUNE 15, 2003

8:30-10:30am: Paper Session #6: Classification in the Library and Social Sciences, Chair:  Arthur Kendall


Rewriting Cicero? A Stylometric Analysis Of The Authenticity Of The Consolatio 
Of 1583


David I Holmes, The College of New Jersey

When his daughter Tullia died in 45 BC, the Roman orator Marcus Tullius Cicero (106-43 BC) was assailed by grief which he attempted to assuage by writing a philosophical work now known as the Consolatio. Despite its high reputation in the classical world, only fragments of this text – in the form of quotations by subsequent authors – are known to have survived the fall of Rome. However, in 1583 a book was printed in Venice purporting to be a rediscovery of Cicero’s Consolatio. Its editor was a prominent humanist scholar and Ciceronian stylist called Carlo Sigonio. Some of Sigonio’s contemporaries, notably Antonio Riccoboni, voiced doubts about the authenticity of this work, and since that time scholarly opinion has differed over the genuineness of the 1583 Consolatio.  The aim of this research was to bring modern stylometric methods and multivariate techniques to bear on this question in order to see whether internal linguistic evidence supports the belief that the Consolatio of 1583 is a fake, very probably perpetrated by Sigonio himself. Findings show that the language of the 1583 Consolatio is extremely uncharacteristic of Cicero, and indeed that the text is much more likely to have been written during the Renaissance than in classical times. The evidence that Sigonio himself was the author is also strong, although not conclusive.


Beyond Three Dichotomies

David Dubin, University of Illinois at Urbana-Champaign, ddubin@uiuc.edu


Jonghoon Lee, University of North Carolina, Chapel Hill, jonghoon@email.unc.edu

In placing classification research studies in context, it is often useful to situate them with respect to dichotomies, such as supervised vs unsupervised classification, or automatic classification vs

classifications that emerge from intellectual effort. Such contrasts need not be exclusive: cognitive science and AI researchers note the distinction between localist and distributed representations in their research, but acknowledge that representations often have both localist and distributed qualities. Could the other contrasting approaches admit similar hybrids? We explore these questions with illustrations from an ongoing subject indexing project. We have developed a system that takes as input sets of NASA thesaurus terms assigned by professional indexers, and maps them to sets of Astrophysical Journal subject headings. The system is a hybrid localist/distributed connectionist network that employs both supervised and unsupervised classification. Although the network's operation is data-driven and automated, its source of

evidence is a database of manually assigned category labels.

Visualizing Test Item Characteristics and Interrelationships Using the Self-Organizing Map


Toshihiko Matsuka, Department of Psychology, Rutgers University - Newark

Item-level analysis of psychological tests is an important task in the field of psychometrics, particularly in Item Response Theory. In this paper a new approach for analyzing characteristics of test and test items is proposed, termed the Item Characteristics Map (ICM). The ICM is a visualizing method based on the Self-Organizing Map (Kohonen, 2001). The ICM is shown to be an effective method for visualizing (1) characteristics of test items and (2) relationships among test items. Possible applications of the ICM include preliminary analyses for IRT (e.g., detecting

multidimensionality of the test).
Exploratory clustering of population and housing characteristics of the Districts for the 108th US Congress


Arthur J. Kendall, Social Research Consultants

This work is an extension of work presented at CSNA meetings in the 70's on exploring the social characteristics of political units (counties at that time).  It  uses the recently released US 2000 Census data aggregated to the Districts for the 108th Congress. The data includes population, housing, and other information on the 435 districts, and the delegate districts for the District of Columbia and Puerto Rico. The analyses are only on the 435 Districts.  Both full enumeration and long-form (sample) data . The presentation  includes exploratory clustering of several subsets of the information, e.g., the age by sex profiles of the Districts.
10:45-12:15pm: Paper Session #7: Bayesian Methods, Chair: Herbie Lee, University of California at Santa Cruz


Lossless Online Bayesian Bagging


Herbie Lee, University of California at Santa Cruz

Bagging frequently improves the predictive performance of a model. An online version has recently been introduced, which attempts to gain the benefits of an online algorithm while approximating regular bagging. However, regular online bagging is an approximation to its 

batch counterpart and so is not lossless with respect to the bagging operation. By operating under the Bayesian paradigm, we introduce an online Bayesian version of bagging which is exactly equivalent to the batch Bayesian version, and thus when combined with a lossless learning algorithm gives a completely lossless online bagging algorithm. We also note that the Bayesian formulation resolves a theoretical problem with bagging, produces less variability in 

its estimates, and can improve predictive performance for smaller datasets. 


A Bayesian Approach to Assessing Classification Results

Victoria G. Laidler, Computer Sciences Corporation, Space Telescope Science Institute

Domain experts frequently rely on their own prior knowledge of the domain to qualitatively assess the reliability of an automated classifier. This common practice hints that a Bayesian approach might incorporate such prior knowledge in a quantitative fashion to obtain improved performance measurements of a classifier. I will explore this approach to assess the quality of the star/galaxy classifications in the Guide Star Catalog 2. By making use of theoretical models of star and galaxy populations, I will develop a more versatile and less optimistic evaluation of the classification quality than can be obtained by simply comparing the classifier results to

external "truth" for a sample of objects.

Diagnosis Of Bugs In Multi-Column Subtraction Using Bayesian Networks


Jihyun Lee and James E. Corter, Teachers’ College, Columbia University

This study investigated use of Bayesian networks for assessment and identification of erroneous procedures, known as “bugs”, in student performance on subtraction problems.  Data came from a test of multicolumn subtraction skills given to N=641 lower-school students (VanLehn, 1981).  Four alternative Bayesian network architectures were proposed and evaluated in this study: (1) a Binary-Answer Bug network, (2) a Binary-Answer Bug-Plus-Subskill network, (3) a Specific-Answer Bug network, and (4) a Specific-Answer Bug-Plus-Subskill network.  Empirical estimates were derived of needed network parameters (conditional probabilities of observed variables given certain latent variable states), using a modeling subsample (N=512).  The resulting network was used to diagnose subtraction bugs for students in the validation subsample (N=129). Finally, performance was evaluated for the two alternate network structures (Bug-only or Bug-plus–Subskill) in the two simulated diagnosis situations (Binary Answers or Specific Answers). The proposed networks showed good performance in predicting bug manifestations in each individual student.  Results show that one can improve prediction rates in the Bayesian network models by: (1) employing specific answer information, and (2) using subskill nodes in addition to bug nodes. However, the increased bug prediction rates for adding subskill nodes were minimal.

